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¥ About JUPITER

= JUPITER: First European exascale supercomputer
= Procured by EuroHPC JU, BMFTR (Federal Ministry of Research, Technology, and Space), MKW
(NRW Ministry of Culture and Science)
= Hosting entity: Forschungszentrum Jiilich / Jiilich Supercomputing Centre for GauR Center for
Supercomputing (GCS)
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= Implementing Modular Supercomputing Architecture

= ParTec/Eviden consortium
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JUPITER System Overview

ParTec/Eviden consortium
Implementing Modular Supercomputing Architecture

= JUPITER : High scalability, 1 EFLOP/s HPL, > 40 EFLOP/s FP8
5884 nodes: 4x Grace-Hopper superchip, 4x network
= JUPITER : High versatility, high memory-to-compute ratio

582 nodes: 2x AMD Turin 9655 (2 x 96 cores; DDR5; 1x network)
162 nodes: 2x SiPearl Rheal (2 x 80 cores; HBM; 1x network)
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JUPITER System Overview N

g N
Implementing Modular Supercomputing Architecture : v* @
JUPITER : High scalability, 1 EFLOP/s HPL, > 40 EFLOP/s FP8 W'/{(NJ&T?{
5884 nodes: 4% Gra'\ce—Hopp(?r'sup(.erchlp, 4x network ' ‘:\,SS\\\\‘/AyA\\ (SS
JUPITER : High versatility, high memory-to-compute ratio S~ S

582 nodes: 2x AMD Turin 9655 (2 x 96 cores; DDR5; 1 x network)
162 nodes: 2x SiPearl Rheal (2 x 80 cores; HBM; 1x network)
Network: 200/400 Gbit/s NVIDIA InfiniBand NDR (Dragonfly+)
Storage: 29 PB flash, 310 PB HDD, 370 PB tape

Energy: 17 MW limit (HPL); direct liquid-cooled, energy re-use
Modular data center of containers # "
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JUPITER Booster Node Design
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= 4x GH200 superchip (CG4)
Hopper: 132 SMs

TDP superchip: 680 W
GPU-to-GPU: NVLink 4, 300 GB/s per pair
Grace: 72 Arm Neoverse-V2 cores CPU-to-CPU: cNVLink, 200 GB/s per pair

igg gg/l_sp';\ggg)t c2C 500 GB/s (CPU) Cache coherence between all GPUs and CPUs
memory, s - .
= 96 GB HBM3 memory, 4000 GB/s (GPU) = 4% NDR200 InfiniBand (200 Gbit/s)
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JUPITER Cluster Node Design

SiPearl Partition AMD Partition
= 162 nodes with 2 x SiPearl Rheal CPU, each = 582 nodes with 2xAMD Turin 9655 CPU,
= 80 Neoverse-V1 cores (2x 256 bit SVE) each
= 256 GB DDR5 memory = 96 Zen5 cores (512 bit AVX-512; SMT-2)
= 64 GB HBM memory = 546 nodes: 768 GB DDR5 memory

= Origins in European HPC ecosystem: " 36 nodes: 1536 GB DDR5 memory
EPI, EUPEX, and further projects = Operational very soon

= Currently tested in Bull facility
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JUPITER Network

NVIDIA Mellanox InfiniBand NDR chsa G
Quantum-2 switches, ConnectX-7 HCAs s e T
Nodes connected to switches with split cables A s Bsastein
Dragonfly+ topology “‘ TR SR ‘ gz
= 27 Dragonfly+ groups (25 for Booster, 1 for Y P 0= S S

Cluster, 1 for management/storage) il 5o sl e e P et SN 9 2 peiss. o
= Inside each group: full fat tree (two levels) ‘ DR i

Adaptive routing, SHARPv3 a e % XX
51000 links, 25 400 endpoints, 867 switches ‘ Aiisem e stas
140 TB/s bisection bandwidth

9 JULICH

Member of the Helmholtz Association 7 October 2026 Slide 6142 Forschungszentrum



JUPITER Network
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= |n group intra = Beyond group inter
= 5racks = 16 links to each other group
= 240 nodes = Link bandwidth 400 Gbit/s
= 1511 (lower), 16 L2 (upper) switches
= Perrack: 48 nodes, 192 GH200
= Link bandwidth from HCA to L1:

200 Gbit/s; from L1 to L2: 400 Gbit/s
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Site Preparations

= New 110 kV power lines drawn to
campus transformer substation

= Upgrade of substations:
2 X 40 MVA 52 x 80 MVA

= New lines to exascale site:
2 x 35kV
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Exascale Liftoff!

JOINING FORCES

= TOP500 Nov 2025: #4 world, #1 EU

= 1000.184 PFLOP/s HPL B °S ¢ iucn
1 JUGENE system (2008) over 1 EFLOP/s : =

U vsage Job-Usage Overview @ P Usuge

- oo Lz
i —— GPU Active SM H

o
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E 20 9
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LLview job report of HPL job
Slide 12142 Certificate from first listing in June 2025
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Exascale Liftoff!

= TOP500 Nov 2025: #4 world, #1 EU JOINING FORCES

= 1000.184 PFLOP/s HPL
1 JUGENE system (2008) over 1 EFLOP/s

= Green500 Nov. 2025: JUPITER #14

(63.3GFLOP/(s W) no dedicated run)
Jun. 2025: JEDI #1 (72.7 GFLOP/(s W), many tricks)

Average N Average
CPU Usage Job-Usage Overview a GPU Usage
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Certificate from first listing in June 2025
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Planning JUPITER: Workload

= JSC: HPC resources for
Forschungszentrum campus, state (NRW),
Germany, Europe

= Compute time through peer-review
= Heterogeneous workload
= Physics, climate, biology, chemistry, Al, ...

= Goal: Respect current & anticipated
workload in procurements of new
systems; incl. domains, methods, Programs / GPUh (2020)
programming languages, profiles JUWELS Booster

IJ JULICH
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Planning JUPITER: Workload

Basic Medical
!\aurosa nce
Condensed Matter
= JSC: HPC resources for Comp. Sci. d Molecules
Forschungszentrum campus, state (NRW), ®
Germany, Europe
= Compute time through peer-review
@ QCD
= Heterogeneous workload
= Physics, climate, biology, chemistry, Al, ... cFD
= Goal: Respect current & anticipated Water
. Ge8chem|str¥ _ .
workload in procurements of new Statistical Physics
. . Climate stro
systems; incl. domains, methods, Maths
programming languages, profiles Compute Time per Domain (2024-1)
JUWELS Booster

IJ JULICH
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Benchmarks Overview . %
S35, 288
2 8 528 2 ¢
7] 2 9] E=] : 7 E’
888555 ¢
Benchmark Domain | Dwarfs
. . . . Amber* MD i .
= Mixture of TCO application, synthetic, Arbor Neurosci. | e
. . Ch -QCD CD .
high-scaling (1000 PFLOP/sec (th.) scale) oS S .
ICON Climate |
benchmarks JUQCS o
. . nekRS CFD '
= 16 application benchmarks (4 de-selected ParFlow* EarthSys. |
. . PIConGPU Plasma ! .
for actual procu rement; 5 for hlgh_scallng) Quantum Espresso  Materials Sci. | o .
H H SOMA* Polymer Sys. | .
Cross-section of domains and methods, MMOCLIP Ao e
Megatron-LM Al (LLM) ‘e
3x Al ResNet* Al (Vision) | e
= 7 synthetic benchmarks sy Bidtory |
i inti Graph500 Graph . Graph Traversal (D. 9)
= Extensive deSCﬂptIOﬂS HPCG s '
— HPL LA e
= Right: Patterns of 7 Dwarfs 10R Filesys. | Input/Output
LinkTest Network | P2P, Topology
osu Network | Message Exchange, DMA
STREAM Memory | Regular Access
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Application Features Execution Targets
Benchmark Progr. Language, Licence Nodes Nodes Module/
Name [Libraries, ]Prog. Models Base High-Scale Device

werer BBEL,

Amber* Fortran, CUDA Custom 1
Arbor C++, CUDA/HIP BSD-3-Clause 8 64275 ML
Chroma-QCD C++, QUDA, CUDA/HIP JLab 8 5125ML v
GROMACS C++, CUDA/SYCL LGPLv2.1 3/128 v
. Languages’ mOdelS’ ICON Fortran/C, OpenACC/CUDA/HIP BSD-3-Clause  120/300 v
l|b ra ries JuqQcs Fortran, CUDA/OpenMP None 8 512?;‘ . v v
S nekRS C++/C, OCCA, CUDA/HIP/SYCL BSD-3-Clause 8 642> v
. = ParFlow* C, Hypre, CUDA/HIP LGPL 4 v
= Licenses g PIConGPU C++, Alpaka, CUDA/HIP GPLv3+ 8 6405M.L v
,3 Quantum Espresso Fortran, ELPA, OpenACC/CUF GPL 8 v
= References nodes Base, SOMA" €, OpenACC LGPL 8 v
. . MMoCLIP Python, PyTorch, CUDA/ROCm MIT 8 v
H|gh-scal| ng Megatron-LM Python, PyTorch/Apex, CUDA/ROCm  BSD-3-Clause 96 v
ResNet* Python, TensorFlow, CUDA/ROCm Apache-2.0 10 v
H DynQCD C, OpenMP None 8
u Memory Varlants 1 NAStJA C++, MPI MPL-2.0 8
. Graph500 C, MPI MIT 4/16/all v
m Execution ta rgets T HPCG C++, OpenMP, CUDA/HIP BSD-3-Clause  1/4/all v v
2 HPL C, BLAS, OpenMP, CUDA/HIP BSD-4-Clause  1/16/all v v
§ IOR C, MPI GPLv2 -/> 64 v v
S LinkTest C++, MPI/SIONLlib BSD-4-Clause+ all v vV
. osu C, MPI, CUDA BSD 1/2 N
1 STREAM C, CUDA/ROCm/OpenACC Custom 1 v v
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TCO Base Result Grid

Arbor
498s-—*

8

Chroma-QCD.~ DynQCD -~ GROMACS (lon)~ GROMACS (STMVY

5035w~ 4335-

8 ! 7128

ICON (R02B10)-, Megatron-LM. MMoCLIP NASHA
945 A - 11755 —A 2585
~ 300 7 9 “ 8 8
ParFlow ResNet

1052s-—

015 i 1t5 é 0i5 i 1t5 é 0i5 i 1.‘5 é 0i5 1 1.‘5 é 0i5 i 1.‘5 i
Relative Number of Nodes

Execution on reference number of nodes (x = 1) resulting in reference timing (y = 1); absolute

numbers super-imposed; strong scaling to 0.5x - 2x P JULICH
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High-Scaling Results

1.0 -
0.9
. 0.8 -
Weak-scaling sl —m— Arbor
. == ~#— Chroma-QCD
relative to 2 0.7 T JUQCS (Comp)
reference up to ° —¥— JUQCS (MPI)
] —&— nekRS
642 nodes & 067 —o— PICOnGPU
(50 PFLOP/s th.) 0.5
0.4
0.3 . . .

1 2 4 8 16 32 64 128 256 512 1024

Nodes lJ JULICH
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High-Scaling Results

Weak-scaling 0. . o —_
hmarks open source: g1thub.com/FZJ38 J
- 10.1109/ 5C41406.2024.000

Paper:

1 2 4 8 16 32 64 128 256 512 1024

Nodes @) JiLICH

Forschungszentrum
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https://github.com/FZJ-JSC/jubench
https://www.computer.org/csdl/proceedings-article/sc/2024/529100a468/21HUVt0shFe

(® exaCB

exacb.pages.jsc.fz-juelich.de

Features

Continuous Benchmarking for HPC

Template-based declarative syntax
Reduced barrier to entry for CI/CB
Reproducible benchmarks (JUBE, ...)
Ease of sharing workflows

Pre-defined runs, experiments

> Currently extending, publishing

Member of the Helmholtz Association 7 October 2026

JUREAP default example:

include:

- component: jureap/jubeqv3.2
inputs:
prefix: "jedi.strong.tiny"
variant: "strong.tiny"
machine: "jedi"
queue: "all"
project: "cjsc"
budget: "zam"
jube_file: "simple.yaml"

IJ JULICH

Slide 18142 Forschungszentrum
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(® exaCB

exacb.pages.jsc.fz-juelich.de

Features

Continuous Benchmarking for HPC

Template-based declarative syntax
Reduced barrier to entry for CI/CB

Ease of sharing workflows

Pre-defined runs, experiments

> Currently extending, publishing

Reproducible benchmarks (JUBE, ...

Member of the Helmholtz Association 7 October 2026

Energy measurement example:

include:
- component: jureap/fEiSeaNERY
inputs:

prefix: "jedi.strong.tiny"
variant: "strong.tiny"
machine: "jedi"

queue: "all"

project: "cjsc"

budget: "zam"

jube_file: "simple.yaml"

IJ JULICH
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(® exaCB

exacb.pages.jsc.fz-juelich.de

Number of NVIDIA A100 GPUs (log-scale)
=)

o o
e 2 s o 8 8 g
s = & 9 8 g 8 8 g
= ¢ & § 8 § & 8 A
. P S s
Features :
R

Continuous Benchmarking for HPC 241 X ]
Template-based declarative syntax ‘ \"

1514

Reduced barrier to entry for CI/CB
Reproducible benchmarks (JUBE, ...)
Ease Of Sha I’il"lg WOI’kﬂOWS 554 80% parallel efficiency intervals

~ 80% weak scaling efficiency intervals
- (estimated relative to first red datum)

914

Runtime / s (log-scale)

= Pre-defined runs, experiments
331 . . —
> Cu I’I’ently eXtending, pUbllShlng Number of JUWELS Booster No;:s(\o;‘-sca\:) ®
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(5 | & Pipelines - JUREAP [ projects /o X + v

<« C O B & gitlab.jsc.fz-juelich.defjureap/projects/athenapk/-/pipelines e LB o 8 F o 20 8 » =
‘9 D + . JUREAP / projects / athenapk / Pipelines
Search or go to...
Q 9 o AU 194 Finished Branches Tags View analytics | Clear runner caches
O a2 314 & 99+
[ Filter pipelines ‘ Q] Show Pipeline ID v
Project
Status Pipeline Created by Stages Actions
Merge requests 0
Issue boards @ Passed Weaktiny i d::h o000 & v
Rty & 0018:25 #292657 ¥ main o 44014475 €3 <
£ 2 months ago scheduled latest branch
Manage > .
@ Passed Merge current a'thenapk main |ntcx> e.. a3 o & v
Plan > & 00:00:07 #292656 ¥ main < 44014475 €3 =
&> Code 5 & 2 months ago latest branch
% Build v
@ Passed PLOT_RESULTS (X o0 .
| Pipelines © 00:02:20 #292634 ¥ nain < 7efSd12f €3 =3 =
Jobs & 2 months ago scheduled  branch
Pipeline editor o X
o @ Passed Fix missing dir e o 1o
Pipeline schedules & 00:0005 #292633 ¥ main o 7efSd12f €3 E =
Artifacts £ 2 months ago branch
® What's new s O Failed PLOT_RESULTS ) ™ o ole
 00:02:53 #292580 ¥ main < 6f28daf5 €3 <

® Help & 2 months ago scheduled branch




(5 | & Pipeline #292657 - JUREAP [pr X +

<« C O 8 &= gitlab.jsc.fz-juelich.de/jureap/projects/athenapk/-/pipelines/292657 H A

/) oD+ ®

Q Search or go to...
O 22 314 & 99+
Project
Repository

Manage >
Plan ©
<> Code >
% Build v
| Pipelines
Jobs

Pipeline editor

Pipeline schedules

Artifacts
O secure >
@ Deploy >
® What's new 5
® Help

JUREAP / projects / athenapk / Pipelines / #292657

For ‘main

Scheduled latest branch €O 11jobs ( 18 minutes 25 seconds, queued for O seconds

Pipeline  Jobs 1 Tests 0
Group jobs by Job dependencies
build benchmark
@ build-a100 s} @ athenapk.exacb.weak.tiny.exacb.jube.depl...

@ build-gh200

Q

athenapk.exacb.weak.tiny.exacb.jube.run

athenapk.exacb.weak.tiny.jupiter.exacb.ju

()
@ athenapk.exacb.weak.tiny jupiter.exacb.ju...
(]

N

Q

Q

F o &F o 208 » =

report

@ jupiter.plotter.upload.exacb.deploy
@ jupiter.plotter.upload.exacb.fetcher
@ jupiter.plotter.upload.exacb.plotter

exacb.scaling.re

@ report.scaling




(3 | &) athenapk.exacb.weak.tiny.jupite X+ o

<« C O 8 &= gitlab.jscz-juelich.defjureap/projects/athenapk/-fjobs/1508366 nw L @ o §F o 20 0 » =
‘9 D + @  ureAP / projects / athenapk / Jobs | #1508366
Q Search or go to... Search visible log output Q ‘ Bl | +]¥ |
o eows o] o
D a2 14 & 99+ 207 verify
>>>> Benchmark information and further useful commands:
>>>> id: @
Project 218 >>>> handle: ../outpath Duration: 2 minutes 50 seconds
>55> i /Joutpath/@80800 Finished: 2 months ago
>>>> jube analyse ../outpath --id @ Queued: 1second
88 Manage > >>>> jube result ../outpath --id @ Timeout: 7d (from project) @
>>>> i jube info ../outpath Runner: #3073 (dDoxCnU6)
B Plan > — - jube log ../outpath - jacamar_shell_jupiter
<> Code > A Source: Schedule
@ o . A A A Tags: D ED CHED
# Analyse benchmark "athenapk" id: ©
Pipelines HHHHHH R A Job artifacts @
| Jobs >>> Start anal»yfe These artifacts are the latest. They will
>>> Analyse finished not be deleted (even if expired) until
Pipeline editor >>> Analyse data storage: ../outpath/000000/analyse.xml newer artifacts are available.
Pipeline schedules HUHHHHHIHHEHH
system,version,queue,variant,jobid,nodes, taskspernode, threadspertask, runtim Download Browse
Artifacts e,success,energy_start,energy_stop,runtime_mean, runtime_std
jupiter,2024.01, jureap,weak. tiny,67787,1,4,1,1. 3531799729364085, true, 1752069 )
U Szae ? ;3;257,175236956;568,2.35338873‘:1276975,3.0017877285992349935 Commit 44014475 (3
@ Deploy > jupiter,2024.081,jureap,weak.tiny,67788,2,4,1,0.6896551724137931, true, 1752069 Merge current athenapk main into exac
& Operate S 536211,1752069573331,0.6903805183247486,0.0025548522587768553 b
jupiter,2024.01,jureap,weak.tiny,67789,4,4,1,0.35335689045936397, true,175206
9578457,1752069616787,0.3568391854030471,0.016350090836067192 Pipeline #292657 @ Passed for main
® What's new S $ JUBE_STATUS=$(jube status ../outpath) # collapsed multi-line command
@ Help nhdin - reports benchmark v




XN ] (5 | & 292657-2025-07-09-1347-rep X +

« G O @ == gitlab.jsc.fz-juelich.defjureap/projects/athenapk/-fblobjpages/202657-2025-07-09-1347 83 v & B © & & @ =2 0 9§

/) oD+ ®

Q Search or go to...

O 42 314 & 99+

Project

Repository

8 Manage >
B Plan >
<> Code 2
Merge requests 0
Repository
Branches
Commits
Tags
Repository graph
Compare revisions

Snippets

® What's new 5

® Help

JUREAP / projects / athenapk / Repository

1

July 9, 2025

Evaluation Plot

Runtime / s (log-scale)

Number of NVIDIA A100 GPUs (log-scale)

©
< © -
2.000
T
i
0.008
0.640
0.412 80% parallel efficiency intervals
—~ 80% weak scaling efficiency intervals
L (estimated relative to first red datum)
0.265 ™

<

14

~
Numbher of ILIRECA NC Nades (Ina-scale)
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Application Results



Results Overview " JUREAP Origin$ |

JUPITER currently in pre-access
JUREAP: Competitive early access program since 2024

= Open phase: 130 proposals
= Reproducibility, continuous integration (exaCB)
= Lighthouse application: peer-reviewed selection, 1588+18¥® apps

National: 150 regular and large-scale projects and Al Competition

EU: 50 normal projects, 50 test projects
Next, some highlights from JUREAP and tests

IJ JULICH
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ICON: Full Earth System at 1 km @) MAX-PLANCK-INSTITUT SC\

= ICON: European weather/climate model by

Max Plaan Institute fOI’ Meteorology, Strong/Weak Scaling - ICON Earth System on Alps/JUPITER

DKRZ, and others 147.4 1
= Components for simulation of atmosphere,
91.8 1
ocean, land, ... 78.5
= Mostly Fortran code, MPI/OpenMP (CPU) " ., |
and OpenACC (GPU); but also DaCe 253 10 km with 1.25 km time-step Alps
] Simula‘_cion of full Earth System at 1.25 km . :..__ 15;’ m ,’Z';’ier
resolution " AN SRR
= 20480 GH200 of JUPITER '&b ,I\w clbb Iv“ ('b,» '%Q, '%u
= Full superchip: CPU (ocean, land) and ® W A X R

GPU (atmosphere)
= 145 days simulated days per real day

l) JULICH
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https://dl.acm.org/doi/10.1145/3712285.3771789

ulation:_Phytoplgfikie
mad, air-sea CO flux

R =

gszentrum



https://dl.acm.org/doi/10.1145/3712285.3771789

ICON: Full Earth System at 1 km ) MAXPLANCKINSTITUT

< YEARS OF
CLIMATE

RESEARCH

= |[CON: European weather/climate model by

Max Planck Institute for Meteorology, ,
Strong/Weak Scaling - ICON Earth System on Alps/JUPITER

DKRZ, and others 147.4 o1
= Components for simulation of atmosphere,
91.8 1
ocean, land, ... 78.5
= Mostly Fortran code, MPI/OpenMP (CPU) " ., |
and OpenACC (GPU); but also DaCe 453 10 km with 1.25 km time-step Alps
. . . |
n Slmulapon of full Earth System at 1.25 km _— I i;: tﬂ ﬁgier
resolution " RSEAN R g S
= 20480 GH200 of JUPITER o o % w e
= Full superchip: CPU (ocean, land) and ° A ® & @ RO

GPU (atmosphere)
= 145 days simulated days per real day

> @) JiLicH
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https://dl.acm.org/doi/10.1145/3712285.3771789

MAX-PLANCK-INSTITUT
FUR METEOROLOGIE

ICON: Full Earth System at 1 km

= ICON: European weather/climate model by
Max Planck Institute for Meteorology,
DKRZ, and others

= Components for simulation of atmosphere,
ocean, land, ...

= Mostly Fortran code, MPI/OpenMP (CPU)
and OpenACC (GPU); but also DaCe
= Simulation of full Earth System at 1.25 km
resolution
= 20480 GH200 of JUPITER
= Full superchip: CPU (ocean, land) and

GPU (atmosphere)
= 145 days simulated days per real day

> @) JiLicH
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BEAST: 4D-Parallel Bayesian Weather Model

= Bayesian Swin Transformer for atmospheric
modeling

= By Karlsruhe Institute of Technology (C. Debus)

= 4D parallelism: Domain-Tensor, Uncertainty,
Data »> uncertainty part of the model

= PyTorch with DDP g 3,000 St20 Nodes 4
T 1000 -
= 2.4B model, 4 EFLOP/s performance on S w0
JUPITER g 10
E 30
= Smaller model: predictive skill like current g " 1 higher s beter
reference model, also predict extreme events § UP=2 UP-16
= Nominated for Gordon Bell Climate © L ezodeszss R

red: LUMI (smaller model), blue: JUPITER

IJ JULICH
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BEAST: 4D-Parallel Bayesian Weather Model

= Bayesian Swin Transformer for atmospheric
modeling

= By Karlsruhe Institute of Technology (C. Debus)

= 4D parallelism: Domain-Tensor, Uncertainty,
Data »> uncertainty part of the model

= PyTorch with DDP

= 2.4B model, 4 EFLOP/s performance on
JUPITER

= Smaller model: predictive skill like current

10,000
3,000
1,000

300
100

5120 Nodes - P

Peak performance (PFLOPS/s)

3 A 1 higher is better
reference model, also predict extreme events 1 ';/' _UP-2 UP-16
N . N 1 6 64 256 1024 4096
= Nominated for Gordon Bell Climate © Nodes

> IS 10.48550/arXiv.2609.12815 red: LUMI (smaller model), blue: JUPITER
IJ JULICH
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JUQCS: 50 Qubits

= Universal Quantum Computer Simulator
s 2NV+4 memory with constant exchange » HPC

network
= Fortran, MPI/OpenMP (CPU) and MPI/CUDA Fortran
(GPU)
. . . . Strate Runtime (s) Speedup (rel)
= JUPITER: Record-breaking 50 Qubit simulation ;tgy 5 : i
malloc 446.67 1
= 16384 GH200 (2'*); GPU for simulation, but @ numactl 160.00 2.8
uma_alloc_ de() 101.57 4.4
CPU+GPU memory together 8Bat“§u§age°§m‘22”° : 7170 62
= Advanced data encoding: 16 PB memory = 2 PB © Explicit Data Copies 53.87 83
= Memory: use host-side memory, evaluate different
approaches
= 11x speed-up over previous 48 Qubit record
(K computer)
@) JULICH
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JUQCS: 50 Qubits

= Universal Quantum Computer Simulator
s 2N*+4 memory with constant exchange » HPC

network
= Fortran, MPI/OpenMP (CPU) and MPI/CUDA Fortran
(GPU)
. . . . Strate; Runtime (s) Speedup (rel)
= JUPITER: Record-breaking 50 Qubit simulation ;tgy 5 : P
malloc 446.67 1
= 16384 GH200 (2'*); GPU for simulation, but @ numactl 160.00 2.8
CPUYGPU memory together S A
» Advanced data encoding: 16 PB memory = 2 PB © Explicit Data Copies 53.87 83
= Memory: use host-side memory, evaluate different
approaches
= 11x speed-up over previous 48 Qubit record
(K computer)

=3 DOI10.1016/j.future.2026.108592

IJ JULICH
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JUQCS: Scaling

Weak Scaling

m Total and compute; time per gate operation

® Two datasets: 1 - empty JUPITER / exclusive JUQCS;
2 - full JUPITER / shared network

® Behavior N > 46: interruptions in global MPI
communication for encoding, GPU compute
variability, network congestion

MPI Processes
Nodes, Gate Operations
1 4 16 64 256 1024 4096 16384
Vs, 41 1,43 4,45 16,47 64,49 256,51 1024, 53 4096, 55

6.0 4 Type Execution
»2 A A Total VALl
E 551 ¥V Compute VA 2
£ 5.0
@
o
O 45
Z
& 4.0
=
&35
g
£ 3.0
2.5 A
T T T T T T T T " 3
36 38 40 a2 44 46 48 50 ‘ JULICH
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JUQCS: Scaling

Weak Scaling Communication Bandwidth

m Total and compute; time per gate operation m Transition between node-local and inter-node
® Two datasets: 1 - empty JUPITER / exclusive JUQCS; ® Inter-node fit: bandwidth O(1/+v/N)
2 - full JUPITER / shared network m N = 50: 38766 TiB through network in 100 s

® Behavior N > 46: interruptions in global MPI
communication for encoding, GPU compute MPI Processes

Nodes
H ili H 4 16 64 256 1024 4096 16384
variability, network congestion 1 4 b o % T aoee
MPI Processes 300 NVLink: 300 GB/s
Nodes, Gate Operations
1 4 16 64 256 1024 4096 16384 » 2501
Vs, 41 1,43 4,45 16,47 64,49 256,51 1024, 53 4096, 55 @
U]
6.0 Type Execution g 2007
o A A Total YAl 2
£554{ yv C 2 150
e ompute VA 2 2
S 5.0 2 1004
g T
s =
O 4.5 InfiniBand: 50 GB/s
8 %01 H"_H—H—O\'
8 4.0
o] 351 0 T T T T T T T
0 38 40 42 44 46 48 50
£ i Qubits
£ 3.0
2.5 A
T T T T T T T T >e
36 38 40 42 44 46 48 50 ‘ JULICH
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JUQCS: Some Testing

Self-Pollution
= Run instances of JUQCS on free JUPITER
= 47 qubits, 512 nodes

= Excl: Empty system, one job after another,

= Small: Packs of 5 jobs executed in parallel

= Large: Packs of 10 jobs executed in
parallel

= Mean time changes 7 %; o changes 50x!

Mean Standard Deviation

Variant
= Exclusive
mm Shared (Large)
== Shared (Small)

Variant
= Exclusive
mm Shared (Large)
= Shared (Small)

Time /s

= g z K] g z
8 s e S
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JUQCS: Some Testing

Self-Pollution

= Run instances of JUQCS on free JUPITER
= 47 qubits, 512 nodes

= Excl: Empty system, one job after another,

= Small: Packs of 5 jobs executed in parallel

= Large: Packs of 10 jobs executed in
parallel

= Mean time changes 7 %; o changes 50x!

Mean Standard Deviation

Variant
= Exclusive

Variant
= Exclusive
mem Shared (Large)
mmm Shared (Small)

mm Shared (Large)
== Shared (Small)

Time /s

g

Comp
M
Total
Comp
M

Member of the Helmholtz Association 7 October 2026

Transport Layers
= Testing RC (Reliable) and DC (Dynamically)

= Usually application- / message-size
dependent

= Here: DC better, especially at scale

1.09
[¢]
3
3
< 099
8
=}
g o
3081 "
3 Components
2 —e— Elapsed Time
® 0.71 A
T —x- Computation Time
« = MPI Time
41 42 43 44 45 46 47 48
Qubits
@) JULICH
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OSU at Scale: Latencies

OSU Allreduce, 8 B

R
200 o o I.x__ \.
o . >4
4 100 { = o ,"\/,,/ﬁ*\./
~< ~ Soe\
9 , :' T - Y
/ <)
¥ R o
/

= For EuroMPI/IWOMP: Test (untuned) MPI
performance at scale

Avg. latency /

= OSU Micro-Benchmarks 7.5.2, OpenMPI 5.0.5 / 1/ I

ParaStationMPI/5.13.0-1, with / without CUDA I 50 100 200 4006062000 2500

Nodes
m osu_allreduceandosu_alltoall 05U Alltoall, 8 B
= Executed yesterday, up to 2500 nodes ) iggég /,/
= Allreduce jumps around; OpenMPI worse for large :i 50 {:///

alltoall (more investigated needed); mostly only little & *& il

difference between CPU and GPU i 7/ - :,‘::ISM"' e E;’E

18
e MNodes 1 fooeamu0n0 2800

l) JULICH
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OSU at Scale: Deviations

= Qutliers have serious
impact, especially at
scale

= Different MPIs behave
differently

= Tuning can certainly
mitigate this

» Notrun inisolation

Al-supported design and evaluation

Member of the Helmholtz Association

OSU Allreduce, 8 B

10 nodes 200 nodes 2500 nodes
2000
9 1000
3 ;’gg Ps0
@ 100 Avg.
8 s0 = P90
20 = P99
@ . S ?\,6?\) 9\"?\) Q .(’?\5 ?‘ S 9\,6?\3 9\"?\) Q ,(’?\) ?‘ S 9\,(’?\3 9\"?\) Q ,(’?
AN o o“"\ V'\ o o o“"\ S o o o“"\
o o 9&0‘\ e,@“ o° 5@“ 9@“ o® off 5@“ (’@“
@ o® @ go® @ go®
OSU Alltoall, 8 B
10 nodes 200 nodes 2500 nodes
20000
i
0
2 2000
> 1288 P50
é 200 Avg.
kil 1(5)8 . P90
20 - P99
10
S O 2 N @
@ @ SN RN @
AR o o W EAN o W o W W
o o 2N XX o o XX 2
(2 > G > @C" G *
2 < Q
JULICH
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Network Stability Deep Dive

Introduction

Investigation from July
Aim: understand outliers, scales, Dragonfly groups (DFGs)

OMB allreduce > latency; RC transport

Only OpenMPI for now

Targeting DFGs with --constraint
Also: patched OMB to report rank-precise values (and no accumulation)

Internal report available on request

l) JULICH
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Network Stability Deep Dive

Baseline

5.0e-055 7 Latency Type / Dragonfly Group
—— Average — 14
—— Minimum --- 02&08
—— Maximum
4.0e-05 s
» Jump >125 nodes 3 300055
= Stronger for multi-DFG 5
= Plateau o
1.0e-05s
6 2‘5 Sb
7 October 2026
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Network Stability Deep Dive

Increase Scale

= Driven by P99 outliers

= Light-blue: number of
DFGs job step is
executed on

Member of the Helmholtz Association

2.0e-04 s N DF+G (3) avg (3) === max(3) --- p90 (3) 5.0
N DF+G (5) avg (5) —— max(5) —— p90 (5)
1.7e-04 s min (3) === p50(3) === p99(3) 45
min (5)  —— p50(5) — p99 (5)
1.5e-04 s 4.0
€
» 13e-04s 353
- (o]
> o
9
G 1.0e-04s 303
° o
5 25 %
7.5e-05 s a
2.0
5.0e-05s
15
2.5e-05s
1.0
0.0e+00 s
[ 200 300 400 500 600
Number of Nodes
@) JULICH
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Network Stability Deep Dive

Increase Scale

6.0e-05s N DF+G (3) 50
N DF+G (5)
4.5
. . 5.0e-05 s
= Driven by P99 outliers 40
= Light-blue: numberof "% 3
H H 2 3.0 §'
DFGs job step is £ 500055 :
executed on 255
" / 2.0
= -P99: Pattern from 20005 - ——- avg(3) --- max(3) — ps0(5)
. —— avg (5) —— max (5) === p90(3) 1.5
before continues . o min(3) == pSO(3)  — po0(5)
1.0e-05s — min(5) 10

0 100 200 300 400 500 600
Number of Nodes

IJ JULICH
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Network Stability Deep Dive

Latency Violin Plot

= Violin/box plot
= So many outliers!

Member of the Helmholtz Association

400 4
W 300
2

>

9

c

2

= 200
-

10

=3

OSU Allreduce Latency Distribution by Number of Nodes

41114;1111

0

IS S
R R R AR

7 October 2026

o bp «P Q,m

“ l

RN N AN
A A0 B °§’"§‘4P4F’°$’b-°@
Number of Nodes

© O ... .S
OO A
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Network Stability Deep Dive

RCvs. DC

OSU Allreduce Comparison RC vs DC

linear scale log scale
3.5e-03s —— Avg(RC) —— P50 (RC) 7 —— Avg (RC) —— P50 (RC)
--- Avg(DC) ==-- P50 (DC) [ | --- Avg(DC) === P50 (DC)
i
—— Min(RC) —— P90 (RC) ! ,#~+—— Min(RC) —— P90 (RC)
3.0e-03s ' ___ Min(bc) --- P90 (DC) ! /=== Min(DC) --- P90 (DC)
— Max(RC) —— P99 (RC) i 1.0e-03 s G — Max(RC) —— P99 (RC)
25e03s —-- Max(DC) --- P99(DC) 5 1 -=- Max(DC) =--- P99 (DC)
1 1 T
1
» 1 !
£ 206 & ! |
= DCno good for OMB 3 2000s Y : i
< ’ ! 1
o ] I H i
S5 1.5e-03s 1 ! ' H
= Strange bathtub shape / ' ; R
! \ ! -
1
1.0e-03 s N : i
nt! i i
y 1 i
i 1 H
5.0e-04 s 0 & !
1 1
I P A S LS Vot
0.0e+00's SR ==
0 100 200 300 400 500 600 0 100 200 300 400 500 600
Number of Nodes Number of Nodes
@) JULICH
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NCCL Tests

NCCL all_reduce

100 4
50 9
2 2]
£ 5]
=] J
3 0351
2 5]
= NCCL2.29.7 3005
. . 0.01 4
= Little difference between MPIs (shown: - Y s —— 2500
OpenMPI) NCCL sendrecv
104
= Log-log plot I o
@ ] odes
= 50 MiB messages needed to saturate = 1] 0
% g'i- —— 600
e —— 800
g o1
@ 0.05 1 —— 1000
a —— 2500
0.02 1
0.014 f . .
1KiB 1MiB 1GiB
Message size
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682,56 s
22892 Giels

LinkTest: Dragonfly+ Group e

" LinkTest |
* Ping pong between hosts/network adapters '

= Measure latency/bandwidth e,

30431 ms
51336 Giels

= Developed by JSC: e

https://go.fzj.de/linktest i
= Parameters of test

= 238 hosts / 952 network adapters »905 352
pairs

= 16 MiB message size, 8 messages; parallel
execution

= CPU-only, alignedmalloc

69773 ms
22304 Gibls
s20288

= Result: nearly all at 22.89 GiB/s; few outliers
(worst at %o of bandwidth)

B — R — 1 1 i

69773ms  63179ms  5718ims  50889ms  4459ams  38299ms  32005ms  2570ms  1odlsms  13120ms  68236us
22394 GiBs 2.4615 Gibjs 27324 GIB/s 3.0704 GiBjs 35038 GIBfs 4.0797 GiBjs 48821 GIB/s 6.0774 Gibjs 5.0478 GIB/s 11:909 Gib/s 22.892 GIB/s
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682,56 s
22892 Giels

LinkTest: Dragonfly+ Group e

i 1B,
= LinkTest , -

19940 ms
78361 Gibls

= Ping pong between hosts/network adapters '

25185 ms
62040 GiBys

= Measure latency/bandwidth e,

30431 ms
51336 Giels

= Developed by JSC: e

https://go.fzj.de/linktest i
= Parameters of test

= 238 hosts / 952 network adapters »905 352
pairs

= 16 MiB message size, 8 messages; parallel
execution

= CPU-only, alignedmalloc

69773 ms
22304 Gibls
s20288

= Result: nearly all at 22.89 GiB/s; few outliers
(worst at %o of bandwidth)
> Clipt099.9 % of data E

B — R — 1 1 i

69773ms  63179ms  5718ims  50889ms  4459ams  38299ms  32005ms  2570ms  1odlsms  13120ms  68236us
22394 GiBs 2.4615 Gibjs 27324 GIB/s 3.0704 GiBjs 35038 GIBfs 4.0797 GiBjs 48821 GIB/s 6.0774 Gibjs 5.0478 GIB/s 11:909 Gib/s 22.892 GIB/s
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682,56 s
22892 Giels

LinkTest: Dragonfly+ Group N
= LinkTest o . .

= Ping pong between hosts/network adapters e - - | By

= Measure latency/bandwidth Fav e ' S iy

22615 Giels.

= Developed by JSC: PP . L[

https://go.fzj.de/linktest AN e

694.61 s
22495 GiBjs

= Parameters of test e e | L,
§ 4 | , ng,

= 238 hosts / 952 network adapters »905 352 ol N LRk,

698,31 s
22375 Gibls

pairs & 7 itk
= 16 MiB message size, 8 messages; parallel G g &7 B,

702,025
22257 Gisls.

execution N g,

= CPU-only, aligned malloc VS P L LS , f
= Result: nearly all at 22.89 GiB/s; few outliers i

(worst at %o of bandwidth) i |
> Clipt099.9 % of data

:

. . o

= Interesting patterns (L1/L2), butin small 3% L

i | L A ST ML TR SR, SN WS 0. ST
window! '
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682,53 s
22893 Gieys

LinkTest: Full JUPITER*

m *: 5284 nodes rest in maintenance
= Parameters

= 21136 network adapters > 446 709 360 pairs

16 MiB message size, 8 messages; parallel ' g
execution =

= CPU-only, aligned malloc :
u

Adaptive routing enabled '

= Results: Many at 20 GiB/s, but average at
15 GiB/s > outliers! (even %o of bandwidth)

15298 Gibls

12120 ms
12892 Gibls
2007152
Toissze

12120ms  10976ms  98324ms  86887ms  75M9ms  64012ms  52575ms  41137ms  20700ms  18263ms
12692 GiBs 14235 Gibjs 15891 GIB/s 17983 GiBjs 2.0709 GIB/s 24405 GiBjs 2.9720 GIBjs 37982 Gibjs 52609 GIBls .5557 Gib/s

Slide 36142
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682,53 s
22893 Gieys

LinkTest: Full JUPITER*

m *: 5284 nodes rest in maintenance
= Parameters

= 21136 network adapters > 446 709 360 pairs

16 MiB message size, 8 messages; parallel ' g
execution =

= CPU-only, aligned malloc :
u

Adaptive routing enabled '

= Results: Many at 20 GiB/s, but average at |
15 GiB/s > outliers! (even %o of bandwidth) - e
> Clip to 2 ms and better

12120ms  10976ms  98324ms  86887ms  75M9ms  64012ms  52575ms  41137ms  20700ms  18263ms
12692 GiBs 14235 Gibjs 15891 GIB/s 17983 GiBjs 2.0709 GIB/s 24405 GiBjs 2.9720 GIBjs 37982 Gibjs 52609 GIBls .5557 Gib/s

Slide 36142

66253 s
22893 Gl
Member of the Helmholtz Association 7 October 2026



LinkTest: Full JUPITER*

m *: 5284 nodes rest in maintenance
= Parameters
= 21136 network adapters > 446 709 360 pairs

= 16 MiB message size, 8 messages; parallel
execution
= CPU-only, aligned malloc

Adaptive routing enabled

= Results: Many at 20 GiB/s, but average at
15 GiB/s > outliers! (even %o of bandwidth) -

> Clip to 2 ms and better

= |nteresting patterns: 22.5 groups, anti-diagonal i
elements :

2,000 ms.
78125 GiBjs 8.

Member of the Helmholtz Association 7 October 2026 Slide 36142

682,53 s
22893 Giels
7374345
21189 Gibjs
792325
19.721 GiBls

18.43 Ginrs
902,11 ps
17.320 Gibss
957.01 s
16.327 Gibls
L0119 ms
15.441 Gitrs
10668 ms
14,647 Gibys
12217 ms
15,330 Gibls
11768 ms
13.280 Gitls
12315 ms
1,688 Gibrs
12864 ms
12.147 Gibss

11,649 Gitrs
13962 ms
11191 Gibgs
14511 ms
10.768 Gib/s
15059 ms
10,376 Gitls
15608 ms
10,011 Gibrs
16157 ms
96705 GiBls
16706 ms
93527 Gibs

2.0000 ms
78125 Gibls

18683ms  1736Sms  16048ms  14730ms  13413ms  12095ms  10778ms  94503us  B1428Bus 68253y
3634 Gib/s 8.9980 GIB/s 97367 GiB/s 10.603 GI8/s 11649 GiBjs 12918 GiBJs 14497 GiB/s 16,516 GIB/s 19189 GiBls 22.893 GiBls




LinkTest: Full JUPITER*

m *: 5284 nodes rest in maintenance

= Parameters
= 21136 network adapters > 446 709 360 pairs
= 16 MiB message size, 8 messages; parallel
execution
= CPU-only, aligned malloc
= Adaptive routing enabled

= Results: Many at 20 GiB/s, but average at
15 GiB/s > outliers! (even %o of bandwidth)

> Clip to 2 ms and better

= Interesting patterns: 22.5 groups, anti-diagonal

elements
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MPI Startup Peculiarities

= TimingMPI_Init() (via OMB)
= Single node

> Linear increase with number of tasks;
nearly unit slope

= Disable hwloc CUDA lookup: much better
export HWLOC_COMPONENTS='-cuda,-nvml,-opencl’
export UCX_MODULES='"cuda’'

= Still investigating further

Member of the Helmholtz Association 7 October 2026

MPI_Init time (s)

250

200 A

—

%

=]
L

=

o

[S]
L

50 1

—@— OpenMPI (0.75 s/rank)
~#- ParaStationMPI (0.79 s/rank)
—&— OpenMPI, hwloc and UCX CUDA support off (0.05 s/rank)

~@ - ParaStationMPI, hwloc and UCX CUDA support off (0.05 s/rank) ,’
-

* Y
<> *
-2
50 100 150 200 250 300
Number of MPI ranks on single node (-)
@) JULICH
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LLVM OpenMP Optimizations on JUPITER

matvec
(nested)

= OpenMP written naively (nested
teams/parallel):
5-8x slower without optimizations
Deglobalization, SPMDization important

row norm.
(nested+seq.)

triad
(SPMD)

= Already SPMD code still gains 2x:
XSBench Via kernel-wide analysis

= RSBench: 7100x slower, identical result

RSBench
(10° lookups)

=7,100x

OpenMP optimization has large impact

1x 10x 100x 1000x 10000x
slowdown with OpenMPOpt switched off

JUPITER Booster » 1 X NVIDIA GH200 « LLVM 20.1.8, upstream Clang « median of 5 runs « Al supported For Johannes



Hybrid MPI + OpenMP Offload at Scale

3D Jacobi, weak scaling: 512° points, 1 MPI rank per GPU, 6-neighbour halo exchange

w
1

100

S
1

80

N
1

— 60

-$- host-staged =§= GPU-aware + overlap
-§- GPU-aware == zero-copy
T | I . . E— T T

S QP \,,19 {00 ,]90 %QQ 4,00
Nodes (4 GH200 each) Nodes (4 GH200 each)

Overlap wins: interior via target GPU-aware MPI beats host staging  Beyond DFG: halo exchange 2 — 3x

nowait during the exchange: 20-26 % by ~9 %; zero-copy ~ GPU-aware,  slower

faster. more node-sensitive.

=
1

Time per iteration / ms
w
1
Efficiency vs 50 nodes / %

40

(=)

Enabled through LLVM & OpenMP target, target nowait,omp_target_alloc nextto MPI, no CUDA

JUPITER Booster « 4 GH200 per node « upstream LLVM 20.1.8 (OpenMP offload) « Open MPI 5.0.8 (CUDA-aware) « median of 3 rounds « Al supported For Johannes



Conclusion

= JUPITER: Exascale in Europe, nearly finished building up, 23 536 GPUs
= |nteresting scientific results already coming out
= Network at scale is complicated

IJ JULICH
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Conclusion

= JUPITER: Exascale in Europe, nearly finished building up, 23 536 GPUs
= |nteresting scientific results already coming out
= Network at scale is complicated
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JUPITER

The Arrival of
Exascale in Europe

fz-juelich.de/jupiter | #exa_jupiter

Funding Agencies: -



JOINING FORCES

ﬂ% uuuuuuuuu isterium
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Optimization Details

m off M no SPMD, no custom SM B no SPMD M no heap-to-shared M default M default + LTO

RSBench, 10° lookups

=7,100x
slower

qE) 10x - @ S 1000 s = 498 s

£

c 100s +

2

o 10s

=

I 1s

0.1s - 0.07s

matvec row norm. triad XSBench RSBench default off
(nested) (nested+seq.) (SPMD)
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= Heap-to-shared off ~ everything off for nested kernels: the runtime’s 512 B shared scratchpad split over 128
threads leaves 0 B per thread — devicemalloc/free per row.
® Generic mode costs 20-25 %, the generic state machine another 25-30 %; device LTO gains a further 6-8 %.

= Only in “off”: the Attributor’s heap-to-stack (RSBench) and the kernel-wide analysis proving “no nested
parallelism” (triad, XSBench) have no separate switch.
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